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Abstract—The 2D image based salient object detection (SOD) has been extensively explored, while the 360° omnidirectional image
based SOD has received less research attention and there exist three major bottlenecks that are limiting its performance. Firstly,
the currently available training data is insufficient for the training of 360° SOD deep model. Secondly, the visual distortions in
360° omnidirectional images usually result in large feature gap between 360° images and 2D images; consequently, the widely used
stage-wise training—a widely-used solution to alleviate the training data shortage problem, becomes infeasible when conducing SOD
in 360° omnidirectional images. Thirdly, the existing 360° SOD approach has followed a multi-task methodology that performs salient
object localization and segmentation-like saliency refinement at the same time, being faced with extremely large problem domain,
making the training data shortage dilemma even worse. To tackle all these issues, this paper divides the 360° SOD into a multi-stage
task, the key rationale of which is to decompose the original complex problem domain into sequential easy sub problems that only
demand for small-scale training data. Meanwhile, we learn how to rank the “object-level semantical saliency”, aiming to locate salient
viewpoints and objects accurately. Specifically, to alleviate the training data shortage problem, we have released a novel dataset
named 360-SSOD, containing 1,105 360° omnidirectional images with manually annotated object-level saliency ground truth, whose
semantical distribution is more balanced than that of the existing dataset. Also, we have compared the proposed method with 13 SOTA
methods, and all quantitative results have demonstrated the performance superiority.

Index Terms—Virtual Reality, 360° Omnidirectional Image, Multi-stage Salient Object Detection, Semantical Saliency

1 INTRODUCTION

In the saliency detection field, there exist two parallel research sub-
branches, i.e., the fixation prediction and the salient object detection
(SOD), where the former one simulates the low-level human visual
attention, while the latter, also as the main topic of this paper, prefers
to detect those meaningful objects which also belong to the visually
salient ones. With the rapid development of VR and AR technologies,
360° omnidirectional images are becoming ubiquitous nowadays, thus
the SOD in 360° omnidirectional images (Fig. 1-B) is an emerging
problem, which is very important for various down-steam applications
to shrink the relative problem domains, and these applications usually
include cinematic VR capture [1], interaction [2], or content generation,
editing [3, 4] and panorama thumbnails [5].

In general, the state-of-the-art (SOTA) 360° fixation prediction meth-
ods [6–10] can be divided into two groups, which either convert the
360° omnidirectional image into multiple distortion-free sub-images vi-
a patch-based projections (e.g., 6-cubic projection [11]) firstly, perform
fixation predictions on each of the sub-image patches later, back-project
these patch-wise fixations and combine them as a whole saliency map
finally [8], or design fancy deep architectures that can handle various
distortions in 360° omnidirectional images (e.g., spherical CNNs [10]).
Though much progress has been made, these SOTA 360° fixation pre-
diction approaches cannot be directly applied for the 360° SOD task,
because fixations are usually scattering pixel-wise locations spreading
over the entire 360-scene without any clear boundaries.
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Let us show the light back to the SOD, most of the conventional SO-
TA SOD approaches [12–18] were designed for 2D images. However,
there exist three critical differences between 2D images and 360° om-
nidirectional images which make the 360° SOD more challenge: 1)
the 360° omnidirectional images usually comprise more contents than
the conventional 2D images, leading to a relatively larger problem
domain when performing SOD; 2) moreover, 360° omnidirectional
images are usually converted from 360° scenes using equirectangular
projection; however, the equirectangular projection easily results in
massive visual distortions, resulting in higher demanding for training
data to ensure training convergency; 3) most importantly, the currently
available training set in the 360° SOD field is much less than that in the
the conventional 2D SOD field, i.e., 500 (360° SOD) vs. 50,000 (2D
SOD). Consequently, the conventional 2D SOD models [19–23] cannot
perform well in 360° omnidirectional images even after being fine-
tuned using the small-scale 360° SOD training set (i.e., 360-SOD [6]),
and the quantitative proofs can be evidenced in Sec. 8.3.

The only existing 360° SOD approach [6] has treated itself as a multi-
task work which performs salient object localization and pixel-wise
saliency refinement at the same time, leading to a large problem domain.
In fact, the current main-stream 2D SOD methods have widely adopted
various off-the-shelf networks as their feature backbones (e.g., the
vanilla VGG16 [24]), which were usually pre-trained over large-scale
training set with rich semantical information (e.g., COCO [25]). Since
the semantical information embedded in the feature backbones can
effectively shrink SOD problem domain, it is reasonable and intuitive
for the 2D SOD methods to follow the multi-task methodology.

Nevertheless, the multi-task methodology is infeasible for the SOD
in 360° omnidirectional images, because the visual distortions will
break the semantical information that was embedded in the feature
backbones, making the training procedure difficult to reach convergen-
cy. Actually, the real human visual system (HVS) tends to pay more
attention to 2D image regions that are perceptually salient and semanti-
cally meaningful. However, because of the free-viewpoint nature, the
perceptual saliency will become less important in 360° omnidirectional
images, in which the HVS will receive much more low-level visual
stimuli. This issue can be evidenced by the fact that we human tend to
coarsely figure out the semantical meanings before paying our attention
to some exact salient objects.

Inspired by all the above mentions, this paper proposes a novel
“multi-stage” solution for 360° SOD, the key steps of which can be



Fig. 1. A demonstration regarding the differences between 2D SOD,
360° saliency prediction (a.k.a. fixation prediction) and 360° SOD.

briefed as: 1) at the first stage, we coarsely predict salient viewpoints
via semantical saliency; 2) at the second stage, for each candidate
viewpoints determined at the first stage, we project it to distortion-free
image patches, and, for each of these distortion-free image patches,
we further conduct a second round object-level semantical saliency
ranking to accurately locate salient objects; 3) finally, for each salient
object localized at the second stage, we conduct the pixel-wise salien-
cy refinement to produce well-segmented saliency maps with sharp
boundaries.

Compared with the existing SOTA 360° SOD approach [6], our
method has two major advantages. On the one hand, the proposed
“multi-stage” SOD scheme will result in a relatively smaller problem
domain, ensuring a easy convergency when using the only small-scale
training set; moreover, this “multi-stage” scheme is more consistent
to the real human visual attention mechanism. On the other hand,
as a key component proposed in our method, the semantical saliency
itself is not sensitive to the visual distortions in 360° omnidirectional
images. Specifically, we have constructed a new dataset called 360-
SSOD, the key attribute of which is a more “balanced” semantical
distribution—we call a dataset as “balanced” if all its instances are
evenly distributed according to the semantic categories, which can
further boost the advantage of our semantical saliency. In particular,
the salient contributions of this paper can be summarized as following:

• We have devised a novel multi-stage SOD method for 360° omni-
directional images, which can outperform all previous approaches
significantly.

• We have proposed the semantical saliency to handle various visual
distortions in 360° omnidirectional images.

• We have constructed a novel dataset containing 1,105 360° om-
nidirectional images with pixel-wise saliency annotations; to the
best of our knowledge, this is the largest dataset for the 360° SOD
problem.

• We have conducted massive component validations to verify the
effectiveness of our method; meanwhile, we have also conduct-
ed extensive quantitative comparisons to show the performance
superiority of our method.

• Method source code, results and new dataset are all publicly avail-
able 1, which will have large potential to benefit the 360° SOD
community in the future.

2 RELATED WORK

To better illustrate the proposed methods and their potential contribu-
tions, we will give brief introductions regarding the latest developments
in the related technologies, including the 360° image based saliency
detection methods and the currently available 360° datasets. But before
that, we shall introduce the conventional 2D SOD methods first.

1https://github.com/360-SSOD/download

2.1 Conventional 2D Image Based Methods
Over the past decades, numerous 2D saliency detection methods have
been developed, which can be roughly divided into two categories: 1)
methods using handcrafted features [26–31] and 2) deep learning based
ones [12, 13, 19, 32–35]. Since the deep learning based methods have
fully outperformed the handcrafted ones, we focus on the former ones,
and, as the main-stream methods that dominate the SOTA performances,
the full convolutional networks (FCNs) based ones will be the main
foci here.

As one of the most representative FCNs based methods, Hou et
al. [19] proposed the short connections to integrate high-level localiza-
tion information into low-level layers, whose key rationale is to take
full advantage of the multi-scale deep features embedded in different
layers. Qin [20] advocated a densely supervised encoder-decoder net-
work that is followed by a residual refinement module, and the former
part aimed the pixel-wise saliency regression while the latter one aimed
the saliency map enhancement. Wu [21] proposed a novel Cascaded
Partial Decoder framework for the fast and accurate SOD. The key
rationale of CPD is to recurrently feed the deep features that are fused
from multi-scale deep layers back to shallower layers, which efficiently
suppresses distracters and improves the deep feature representation
ability.

In general, a salient object detection model usually needs to achieve
two objectives, i.e., intact detections and sharp tiny details, so that the
most recent EGNet [22] and BANet [23] have adopted the additional
loss functions to enhance object boundaries. In fact, almost all the
current main-stream 2D models are following the multi-task methodol-
ogy, which perform salient object localization and segmentation-like
saliency refinement at the same time, being faced with extremely larger
problem domain than either the localization task or the segmentation
task.

Specifically, though previous work [36, 37] has conducted their
saliency estimations by ranking between different objects, our method
is different to these approaches, because the learning scope of our
method is limited within similar images, where the object semantic
categories tend to reach a stable co-occurrence state, and this will
ensure a better learning convergence.

2.2 Saliency Detection in 360° Images
In recent years, with the vigorous development of virtual reality (VR)
technology and applications, there has been a new interest in under-
standing the observer’s visual objects in 360° images. However, there
are few studies to estimate the saliency map of a 360° image, because
it is usually converted from 360° scenes by using the equirectangular
projection, which easily causes heavy visual distortions. Thus, the
conventional deep models trained on 2D images cannot perform well
in 360° images. Here we will briefly introduce several representative
approaches.

Ana et al. [38] fused the viewport center trajectories into saliency
maps to handle the problem of estimating saliency maps for omnidi-
rectional images when the use of an eye tracker device is not possible.
Monroy et al. [9] fine-tuned the traditional 2D saliency prediction mod-
els over 360° images in an end-to-end manner, and the panoramas
images were converted into undistorted patches in advance to handle
visual distortions. Cheng et al. [8] devised a novel spatiotemporal net-
work to predict 360° video saliency, in which the cube padding scheme
was adopted to avoid producing additional distortion when converting
360° sphere to 2D image. Zhang et al. [10] developed a spherical U-Net
with a new type of spherical convolution to handle visual distortions
in 360° images. Xu et al. [39] proposed a deep reinforcement learn-
ing approach for head movement prediction. As the head movement
positions are highly consistent across humans, this approach can also
be used for saliency prediction in 360° images. As the first attempt to
conduct SOD in 360° omnidirectional images, Li et al. [6] constructed a
distortion-adaptive module to deal with the visual distortion caused by
the equirectangular projection. Meanwhile, a multi-scale contextual in-
tegration block was proposed to perceive and distinguish salient objects
in omnidirectional scenes. Xu et al. [40] reviewed 360° video process-
ing technology in detail, and they pointed out that the current research

https://github.com/360-SSOD/download


Fig. 2. Pipeline of our multi-stage 360° SOD method, where C1, C2, P1, P2 and SR are the key components.

on 360° video saliency is focused on the study of human attention. For
example, Lee et al. [41] advocated a novel memory network to solve
the problem of 360° video time summary based on stories. Zhang et
al. [42] proposed a saliency prediction network for 360° videos, which
took video frames and optical flows in cube map format as input to
handle various visual distortions.

Though previous work have made steady performance improve-
ments, most of them were designed for 360° saliency detection, aiming
to mimic the visual fixations (e.g., Fig. 1-b) rather than detecting salient
objects completely in well-segmented forms, a.k.a. salient object de-
tection. Thus, the 360° SOD problem itself is more challenge than
the fixation prediction, because it requires to achieve two objectives,
i.e., accurate localization with sharp object boundaries and pixel-wise
saliency refinement.

3 METHOD OVERVIEW

As is shown in Fig. 2, our method mainly consists of the following
steps. Firstly, given a 360° omnidirectional image with various visual
distortions, our method predicts all salient viewpoints which may po-
tentially contain salient objects. To alleviate side-effects induced by
visual distortions, we learn the “object-level” semantical saliency ranks
by using a ternary classifier, i.e., C1, and the reason regarding why it
can handle visual distortion will be explained in Sec. 4.1. This P1 takes
two object proposals as input each time, making a ternary classification
about whether the first input is semantically more, or equal, or less
salient than the other one. By comparing each object with other ones
multiple times via C1, all potential candidates will be assigned with

a saliency score according to its semantical saliency ranks. Then, we
automatically select top-K salient viewpoints according to the score
values by using a prediction unit, i.e., P1, which will be detailed in
Sec. 4.2. All the above mentioned procedures are the key steps to
compose the “first stage” of our multi-stage solution, which we name it
as the “coarse-level salient viewpoint localization” stage.

At the second stage (i.e., the fine-level salient object localiza-
tion stage), we project viewpoints selected in the previous stage into
distortion-free image patches, and, once again, we conduct a new round
of object-level semantical saliency ranking via the other ternary classier
(i.e., C2). Compared with C1, the salient object localization task via
C2 is easier and its problem domain is also smaller, because the input
of C2 is usually distortion-free, so that the C2 can take full advantage
of the semantical information embedded in the feature backbones, out-
performing C1 significantly. Next, we resort the other prediction unit
(i.e., P2) to locate salient objects accurately. To obtain well-segmented
saliency map, we simply fine-tune a FCN based deep model (i.e., the
pixel-wise saliency refinement module—SR, which will be detailed in
Sec.6) over patch-wise 360° training set, in which the training instances
are image patches cropped from the original image, warping a salient
object tightly.

4 STAGE 1: COARSE-LEVEL SALIENT VIEWPOINTS LOCAL-
IZATION

Given a 360° omnidirectional image, this stage attempts to coarsely
determine which viewpoints may have large probabilities to contain
salient objects. To achieve it, we advocate the object-level semantical



saliency ranking scheme, which is capable of handling various visual
distortions to measure the semantical saliency degree for each candi-
date. Thus, the salient viewpoints can be automatically selected via a
learnable prediction unit.

4.1 An Inspiring Scheme to Handle Visual Distortions in
360° Omnidirectional Image

As we have mentioned before, the major challenge of conducting SOD
in 360° omnidirectional image is that the ubiquitous distortions will
degenerate the semantical information embedded in the feature back-
bones. Thus, instead of using the widely adopted pixel-wise saliency
prediction directly, we focus on performing the object-wise semantical
saliency, which is a simpler task and can be effectively performed even
using the less trustworthy semantical information. To achieve it, we
adopt the off-the-shelf RPN network [43] as the object detector to locate
all object candidates in the given 360° omnidirectional image. Though
the RPN network is pre-trained over distortion-free 2D images, it can
still accurately detect almost all objects in 360° images, showing its
robustness against the visual distortions. Regarding this issue, we have
provided a quantitative proof in Fig. 4, showing the effectiveness of
performing SOD object-wisely.

Fig. 4. Almost all salient objects in 360° images can be well warped
by the off-the-shelf object detector (i.e., the RPN [43] network). As is
shown in the sub-figure b and c, the coverage rate between GTs and
RPN rectangular boxes can reach almost 99% when the IOU threshold
smaller than 0.5 and the initial object proposals number larger than 10.

Next, we will learn a ternary classifier regarding how to rank the
semantical saliency ranks for each two objects either all from the
identical input 360° image (i.e., see the intra-image case demonstrated
in Fig. 3) or respectively from different images with similar 360° scenes
(i.e., see the inter-image case demonstrated by the marks C1 and C2 in
Fig. 2).

4.2 Object-level Semantical Saliency Ranking
The conventional 2D methods usually adopt the multi-scale/multi-level
contrast computation to measure various saliency clues, the behind
rationale of which is a multi-task learning procedure that usually corre-
lates large problem domain, so that their feature backbones need to be
updated to ensure training convergency. In sharp contrast, we propose
the “semantical saliency”, the key rationale of which is to measure
saliency clues by mainly using the semantical information provided by
the pre-trained feature backbones. Since the semantical saliency can
be converted into the object-level semantical ranking problem which
correlates to smaller problem domain, the feature backbones can be
fixed during the entire training period.

Given a target object TO, we compare it with other objects which
belong to the identical image or other images that share similar
360° scenes to the target image, making a ternary prediction (i.e.,
via C1, see Fig. 3) regarding if TO is semantically salient than its com-
petitor (i.e., another object CO). The ternary prediction unit C1 takes
two objects (TO and CO) as input each time, output decision out of

{1,0,−1}, where “1” represents that TO is semantically more salient
than CO, “0” represents that TO shares similar semantically saliency
degree to CO, and “-1” represents that CO is semantically more salient
than TO. To train C1, we have prepared numerous object pairs as the
training instances in advance.

For each image in the 360° training set, we retrieve N other images
that share similar 360° scenes via GIST [44] feature, and extract 10
initial object proposals for each image. Thus, all object candidates can
be represented as {O1,O2, ...,OM} where M denotes the total object
number, and there are totally A2

M pair-wise combinations, in which the
semantical saliency label (SLi) of the i-th object pair ({Ou,Ov}) can be
formulated as Eq. 1.

SL(u,v) =

 1 i f isSal(Ou) = 1 and isSal(Ov) = 0
−1 i f isSal(Ou) = 0 and isSal(Ov) = 1
0 others

, (1)

where the function isSal(Ou) indicates whether the u-th object is per-
ceptually salient or not (indicated by GT), and it can be formulated as
Eq. 2.

isSal(Oj) =

{
1 i f IOU

(
Rect(O j), Rect(GT j)

)
> 0.75

0 otherwise , (2)

where the IOU(·) denotes the intersection over union rate [45] between
two of its inputs, the Rect(·) returns the rectangular box warping the
input object (e.g., O j) or the corresponding saliency ground truth (e.g.,
GT j).

We show the detailed network architecture of P1 in Fig. 3, where
the deep feature for each input object comprises two scales, i.e., the
local and global patches, in which the only difference is that the global
patch (G) is 50% larger in size than the local one (L). By using the
pre-trained VGG-16 (V GG) as the feature backbones, the multi-scale
8,192-dimensional semantical deep features of the input object “A” can
be obtained by concatenating two 4,096-dimensional deep features that
are respectively computed from its local and global observations, i.e.,
V GG(AL) and V GG(AG). Then, these two 8,192-dimensional deep
features, which are respectively related to the two input objects, will
be further feeded into a full connection network, and the error back
prorogation procedure will be guided via a hinge-loss. The hinge-loss
(HLoss) computation regarding the training instance {A,B,SL(A,B)}
demonstrated in Fig. 3 can be formulated as Eq. 3.

HLoss(FA,FB,θ)

= max

{
0,SL(A,B) ·

(
FC2(FB)−FC1(FA)

)
−ρ

}
,

(3)

where θ denotes the learnable parameters; FC1,2 are two full connec-
tion networks demonstrated in Fig. 3; FA = V GG(AL)⊕V GG(AG)
and FB = V GG(BL)⊕V GG(BG) respectively denote the two 8,192-
dimensional deep features of the object A and the object B;⊕ represents
the feature concatenation operator; ρ is the hinge loss margin (we em-
pirically assign it to 10) which alleviates the learning ambiguity during
the learning stage.

4.3 Viewpoint Localization
Suppose the ternary classifier C1 has been well trained, each object
in the input 360° omnidirectional image will be compared to Q other
objects, obtaining Q semantical saliency ranks. For example, given an
input 360° image and its retrieval set containing N similar images, the
i-th input object (Oi) will be compared to Q = 10× (N +1)−1 other
objects. Based on the prediction unit P1, the semantical saliency score
(SS) of the Oi can be computed by Eq. 4.

SS(Oi) =
Q

∑
j=1,6=i

C1(Oi,O j). (4)

Once the semantical saliency score for each object in the input
image has been obtained, we shall select multiple salient viewpoints



Fig. 3. The network architecture details of our object-level semantical saliency ranking component, and we have only demonstrated the intra-image
case here.

according to the SS values, because the SS value is positively related
to the probability containing some salient object. Thus, the salient
viewpoints can be selected by cropping image patches that are centered
at the objects with large SS values. To achieve it, we shall be knowing
how many salient viewpoints and which ones should be selected.

We rank all objects in descending order according to their SS values,
and the top-5 objects will be used as the initial candidates. Then, we
learn a prediction unit (i.e., P1, a typical SVM) to determine how many
objects among the candidates should be selected as the salient view-
points. The prediction unit P1 takes a 4×5-dimensional vector as input,
i.e., {(SS1,x1,y1,AP1), ...,(SS5,x5,y5,AP5)}, where x and y denote the
object’ center coordinates and APi denotes the area proportion of i-th
object. Thus, the output of the P1 will range between 1 and 5. For
example, suppose the P1’s output is 3, the 3 out of the top-5 candidates
will be selected as the coarse-level viewpoints.

5 STAGE 2: FINE-LEVEL SALIENT OBJECT LOCALIZATION

Though the previous viewpoint localization procedure is generally
insensitive to visual distortions, its overall trustworthy degree may still
be inferior to that of the distortion-free cases. Thus, in this stage, we
will perform a new round of localization, aiming to achieve a more
trustworthy salient object localization.

Suppose h viewpoints have been selected in the previous stage, we
project these viewpoints into distortion-free image patches. Next, for
each of these distortion-free image patches, we continue using the GIST
features to retrieval a sub-group images with similar overall 2D scenes.
The image retrieval procedure is generally identical to the one adopted
at the previous stage. However, there exists one critical difference that
we can expand the retrieval image pool easily by using the conventional
2D benchmark datasets, e.g., the MSRA10K [27] and DUTS [46]. We
train the other ternary classifier (i.e., C2) by taking the distortion-free
object pairs as its training set. From the semantical saliency perspective,
each of those distortion-free objects will be compared to Q other objects.
Similar to that at the stage one, we resort an individual prediction unit
(i.e., P2) to locate the salient objects accurately.

Specifically, in our implementation, the C2 is designed to be with
the same network structure to the C1, and the P2 is identical to the P1.
The pictorial demonstration regarding the salient object located at the
stage two is marked by red rectangular in the middle row of Fig. 2.

6 PIXEL-WISE SALIENCY REFINEMENT

Suppose all salient objects are accurately localized via rectangular
boxes, this section will introduce a simple yet effective solution to
perform pixel-wise refinement, which segments the rectangular boxes
into objects with sharp boundaries as the “RS (yellow)” demonstrated
in Fig. 2.

Compared with the pixel-wise SOD task in 2D images, the problem
domain of our pixel-wise refinement has already decreased to a critical
level. Therefore, it is intuitive to resort the off-the-shelf 2D image SOD
deep models to conduct pixel-wise saliency refinement. Nevertheless,
because the off-the-shelf 2D SOD models were trained using large
scale 2D images that are generally containing more contents than the
image patches, the overall detection/segmentation performance may
get degenerated. Thus, we need to fine-tune the 2D SOD models over
a large-scale patch-wise training set. To build such training set, we
simply convert the conventional 2D SOD training set into object-wise
image patches using the vanilla RPN [43]. In practice, we choose to use
the CPD [21] as the baseline, and fine-tune it by using this patch-wise
training set. Finally, the output of the fine-tuned CPD will be projected
back to the 360° omnidirectional image as the “Final Saliency Map”
demonstrated in Fig. 2.

7 NEW 360° DATASET: 360-SSOD

Most of the current available datasets (e.g., PVS-HM [39], VR-
scene [47] and Wild-360 [8]) were designed for the simulation of
the human eye fixations without providing well-segmented saliency
annotations that are indispensable for the SOD task.

To the best of our knowledge, there exist two datasets for the
360° SOD task, including the F-360iSOD [48] and the 360-SOD [6],
and these two datasets respectively contain 107/500 360° images with
pixel-wise saliency annotations. Actually, these datasets have two lim-
itations: firstly, these datasets only comprise 107/500 images, which
are clearly insufficient for the deep network training; secondly, the
data collection procedure of these dataset has not taken the semantical
distribution into consideration, resulting in limited training perfor-
mances. Thus, we propose the 360° SSOD dataset, which contains
1,105 360° omnidirectional images and, more importantly, this new
dataset is semantically balanced.



7.1 Data Collection
All 360° omnidirectional images in the proposed 360° SSOD dataset
are selected from 677 panoramic videos, in which the data collection
procedure mainly consists of the following steps. Firstly, we manual-
ly assign multiple semantical labels for each panoramic video. Next,
we divide the videos into ten categories, namely person, animal, ve-
hicle, building, airplane, boat, furniture, plant, bicycle and billboard.
Then, we select multiple key frames from these videos, then adjust the
size of each image to a maximum side length of 1024 pixels for easy
processing.

7.2 SOD Annotation
We split the pixel-wise annotation process into two steps. Firstly,
we asked 20 volunteers to label the data according to the following
two main principles: 1) the scene is clear and accessible; 2) there
are annotatable salient objects in the given scene. If an image does
not conform these two principles, we will exclude this image. Next,
three senior researchers were asked to judge the salient objects in the
omnidirectional picture browser, and whether the salient objects belong
to the ten semantical categories that we set in advance. After screening,
we obtained 7,391 images in total.

To achieve a balanced semantical distribution, we randomly selected
about 110 images for each semantical category and manually labeled
the exact salient object by using the Microsoft PowerPoint. To ensure
high-quality annotations, all volunteers and researchers will cross check
the quality of the annotations. We show some instances of our 360-
SSOD dataset in Fig. 5.

Fig. 5. Pictorial demonstrations of the newly proposed 360-SSOD
dataset, where the semantical labels are provided accordingly.

7.3 Validity of Our 360° SOD Annotation Protocol
It is well known that most of the existing 2D salient object detection
benchmarks (e.g., the widely-used HKU-IS, MSRA10K, DUTS, DUT-
OMRON, ECCSD) were all manually annotated without using any eye-
tracking data, so the proposed 360-SSOD dataset was constructed by
using the same annotation protocol. Though it may be quite subjective
without the help of fixations, there exist two reasons motivating us to
stick to it.

Firstly, since the fixations are usually scattering pixel-wise locations
spreading over the entire 360-scene, the salient objects annotated by
humans usually belong to the “fixation hot-zones”—receiving human
fixations frequently, see the pictorial demonstrations in Fig. 6. Thus,
the “subjective” nature of our annotation protocol is quite limited,
because all object-level annotations are usually consistent with part of
these fixation hot-zones. To verify this issue, we have conducted an
experiment to measure whether our object-level annotations are in line
with these fixation hot-zones. That is, for the first 100 training instances
in our 360-SSOD dataset, we have newly recorded their fixations using
the Tobbi Eye Tracker, and each image takes 40s, collecting 1100 pixel-
wise fixation locations averagely. For each of these images, we label it
as positive only if the salient objects denoted by our GT receive more
than T(%) of the total fixations; we assign it as negative otherwise.
The positive rate under different percentage thresholds T can well

indicate the consistency degree between our SOD annotations and the
real human eye fixations, and the quantitative results have been shown
in Table 1.

Table 1. Quantitative proofs towards the consistency between our SOD
GT and the real human fixations.

Thresholds (T%) ≥ 30% ≥ 40% ≥ 50% ≥ 60% ≥ 70%
Positive Ratio 100% 96% 80% 72% 47%

Secondly, the fixations based object-level annotation protocol may
still be very subjective, because fixations are usually scattering over
the entire 360° image (see Fig. 6) and, consequently, the process of
transforming fixations to object-level annotations still needs intensive
human intervention.

Fig. 6. Qualitative demonstrations regarding the validity of our SOD
annotation protocol.

Thirdly, compared with the ones that use fixations, our SOD annota-
tion protocol tends to segment those objects which are the perceptually
salient ones of course, but, more importantly, they should also be the
most meaningful ones. For example, to predict head pose in 360° full
automatic navigation, a better viewpoint which can well represent the
entire 360° scene is the most relevant desire. However, the human
fixations are usually scattering over multiple positions including those
meaningless image regions as well (e.g., see the red box in the third
column of Fig. 6), because fixations are simply determined by various
low-level visual stimulation solely. In sharp contrast, the salient objects
determined by our annotation protocol—a more rationale process than
collecting raw fixations, are usually the meaningful ones. As is shown
in Fig. 6, the last column is another example which can highlight the
practical value of our 360° SOD, where the jumping basketball player
is the most important element in this scene, however, the raw fixations
are averagely distributed to other objects as well.

In summary, compared with the fixations based annotations, our
annotation protocol is reasonable and solid in general, and, more impor-
tantly, it can provide more useful information in some AR/VR related
applications, e.g., the 360° scene captioning, where the detection of
meaningful objects is clearly more important than the prediction of
fixations.

7.4 Difficulties and Limitations in Defining 360° SOD
As we have mentioned above, the SOD in 360-degree images is not
fully in line with the fixation predictions, and, consequently, this task
cannot be simply replaced by extending the fixation predictions with a
2D SOD approach.

For example, since the fixations are usually scattering pixel-wise
locations spreading over the entire 360-scene without any clear bound-
aries, it is not an easy task to determine which fixations should be
clustered as a salient viewpoint, how many salient viewpoints should
be selected, and moreover, even the exact choice of viewpoint size is
an inevitable problem. All these unsolved problems definitely make
the fixations not an optimal choice for determining salient viewpoints.
Moreover, suppose in an “ideal” situation where all salient viewpoints



have been determined successfully via fixations, it remains to be very
difficult to well segment salient objects full-automatically, because
fixations are not object-aware, and there exists no guarantee for these
salient viewpoints to be capable of containing salient objects complete-
ly and tightly, not to mention that more difficulties will exist in real
work.

Also, the 360° SOD task itself may have its own limitations as
well, e.g., 1) its fixation-free annotation protocol may be subjective in
general; 2) the exact notation of the “meaningful salient object” that
the SOD task attempt to bias for may vary from different applications.
Thus, in our view, these limitations deserve further research attentions
in the future.

7.5 Dataset Comparison

Fig. 7 shows the semantical distributions of the 360-SOD [6] and our
360-SSOD. We can see that the semantical distribution of the 360-SOD
is heavily biasing to the “Person” category that takes almost half of the
entire dataset. Thus, the 360-SOD is not suitable for the semantical
saliency computation. In sharp contrast, the semantical distribution in
our 360-SSOD is more reasonable generally, in which each semantical
category takes only about 10% of the total.

Fig. 7. The semantical distribution on 360-SOD and our 360-SSOD.

8 EXPERIMENTS AND RESULTS

We have conducted massive quantitative experiments to validate the
effectiveness of our method. We also have compared our method with
13 SOTA methods over two datasets (the proposed 360-SSOD and the
360-SOD [6]) to demonstrate the advantages.

8.1 Training and Implementation Details

We implement our approach in Python with the Pytorch toolbox. We
run our approach on a computer with 4 Tesla P100 GPU (with 64G
memory). We use 1,200K 2D object-pairs of the DUTSTR10K [46]
dataset to pre-train the ternary classifiers (C1 and C2). The retrieval
image pool at the coarse-level stage consists of 850 360° images (i.e.,
the 360-SSOD-TR set), formatting 700K object-pairs to fine-tune C1.
The retrieval image pool at the fine-level stage consists of 100K 2D
images (i.e., the DUTSTR10K dataset) and 850 360° images (i.e.,
the 360-SSOD-TR set), obtaining 1,000K object-pairs to fine-tune
C2. Specifically, the prediction units P1 and P2 are trained using 850
360° training instances accordingly. The pixel-wise saliency refinement
module SR (i.e., CPD) is pre-trained using the DUTSTR10K dataset
and fine-tuned using the 850 360° images.

8.2 Evaluation Metrics

We adopt the F-measure, the mean absolute error (MAE), S-
measure [50] and E-measure [51] to evaluate the performance of our
method. The F-measure is an important performance indicator when

the precision rate conflicts the recall rate, which can be computed by

Fmeasure =
(1+β 2)×Pre×Rec

β 2×Pre+Rec
. (5)

As the recall rate is inversely proportional to the precision, the tendency
of the trade-off between precision and recall can truly indicate the
overall saliency detection performance. Thus, we utilize the F-measure
(β 2=0.3) to evaluate such trade-off. We provide the mean F-measure,
max F-measure and adaptive F-measure using different thresholds(0-
255). MAE measures the numerical distance between the ground truth
and the estimated saliency map, and is more meaningful in evaluating
the applicability of a saliency model in a task such as object segmenta-
tion. It is defined as the average pixel-wise absolute difference between
the binary ground truth (GT) and the saliency map (SAL). The MAE
evaluates the saliency detection accuracy by Eq. 6.

MAE =
1

W×H

W

∑
x=1

H

∑
y=1
|SAL(x,y)−GT(x,y)| . (6)

Moreover, since both metrics of MAE and F-measure are based on
pixel-wise errors and often ignore the structural similarities, we also
adopt the structure measure S-measure [50] and enhanced-measure
E-measure [51] to conduct quantitative evaluation. S-measure [50]
simultaneously evaluates region-aware and object-aware structural
similarities between a saliency map and a ground-truth map. The S-
measure is based on two important characteristics: 1) sharp foreground-
background contrast, and 2) uniform saliency distribution. The S-
measure combines the region-aware (Sr) and object-aware (So) struc-
tural similarity as their final structure metric:

Smeasure = α×So +(1−α)×Sr (7)

where α ∈ [0,1] is the balance parameter and sets 0.5. E-measure [51]
combines local pixel values with the image-level mean value in one
term, jointly capturing image-level statistics and local pixel matching
information. Using the enhanced alignment matrix φ to capture the two
properties (pixel-level matching and image-level statistics) of a binary
map, the E-measure as:

Emeasure =
1

W×H

W

∑
x=1

H

∑
y=1

φ ·FM(x,y) (8)

where h and w are the height and the width of the map respectively;
FM is foreground map. The evaluation code is provided by Fan et al.
in [50–52].

8.3 Comparison with SOTA Methods
We have compared our method with the other 13 latest SOTA depth
models: five of them are the traditional 2D models, including EG-
Net [22], CPD [21], BASNet [20], PoolNet [49] and BANet [23],
and other eight are the SOTA panoramic saliency models, including
DDS [6], SBN [53], SPN [54], PC [55], OMCNN [7], CP360 [8],
SalNet360 [9] and SD360 [10]. For an objective comparison, all quan-
titative evaluations are conducted using the saliency models provided
by the authors with parameters unchanged, and all these methods are
fine-tuned using the same 360° training set (i.e., 850 360° images).

We demonstrate the detailed S-measure [50], MAE, F-measure and
E-measure [51] with different thresholds in Table 4. And all these
quantitative results have indicated the advantages of our method. It can
be seen that our model performs favorably against the SOTA methods
under all evaluation metrics on all the compared datasets especially
on the newly proposed 360-SSOD dataset (e.g., 1.1%, 9.8%, 1.6%
improvements in F-measure, S-measure [50] and E-measure [51]) .
Specifically, compared with the most recent approach DDS2020 [6],
the average F-measure improvement on the two tested datasets is almost
2%.

To further explain the advantages of our approach, we show some
visualization results in Fig. 8. From left to right, the images correspond



Fig. 8. Qualitative comparisons between our method and other approaches. Five of the compared methods are the traditional 2D models, including
EGNet (EG.) [22], CPD [21], BASNet (BAS.) [20], PoolNet (Pool.) [49] and BANet (BA.) [23], and other five are the most representative SOTA
panoramic saliency models, including DDS [6], OMCNN (OMC.) [7], CP360 (CP.) [8], SalNet360 (SN.) [9] and SD360 (SD.) [10].

to scenes with small objects, large objects, multiple objects and large
deformations respectively. It can be easily seen that our approach can
highlight the correct salient objects in all these cases, while the con-
ventional 2D SOD models have failed. Compared with the most recent
DDS2020 [6] model, our method can produce saliency predictions that
are more consistent to the ground truth, while the DDS may assign
large saliency values to those insignificant objects occasionally.

8.4 Component Evaluation

To validate the effectiveness of different components of the proposed
method, we conduct several quantitative evaluations on both the 360-
SOD [6] dataset and the 360-SSOD dataset; please refer to Table 2.

A. The effectiveness of multi-stage methodology
To investigate the effectiveness of our multi-stage methodology, we
have compared the quantitative performances between two different
implementations. The first one is the single-stage methodology (i.e.,
“Singl.”), which resorts the semantical saliency ranking to coarsely
locate salient objects in 360° omnidirectional image directly. The
second one is the proposed multi-stage methodology (i.e., “Multi.”),
where we resort the fine-level salient object localization component to
conduct the second round salient object localization.

We have demonstrated the differences between using the single-stage

SOD and the multi-stage SOD in Table 2-A, which show that the second
round salient object localization can boost the overall performance
significantly. Also, the qualitative comparisons can be found in Fig. 9.

Meanwhile, to further demonstrate the effectiveness of our multi-
stage methodology in salient object localization, we conduct another
quantitative experiments in Table 3, where we quantitatively evaluate
each stage by measuring the rectangular IOU between saliency map
and GT. Moreover, we also take the DDS [6] into this evaluation to
show the advantage of our multi-stage methodology.

B. Conducting the object-level semantical saliency ranking over
intra-image vs. inter-image
As we have mentioned in Sec. 4.2, our method will retrieve a sub-
group of images sharing similar 360° scenes to the input image. The
reason is that the salient object localization is mainly based on the
object-wise semantical saliency comparisons, and the overall method
robustness is positively related to the comparison times. Meanwhile,
those objects between images with similar 360° scenes usually reach a
stable semantical co-occurrence, which is quite suitable for our ternary
classifier to reach convergency. So, as is shown in Table 2-B, the overall
performance of conducing the object-level semantical saliency ranking
between multiple similar images is more reasonable.

C. Different training strategies: 2D set vs. 360° set



Table 2. Quantitative comparisons between different components. (A) show the effectiveness of our multi-stage methodology, where “Multi.” and
“Singl.” respectively denote the multi-stage and the single-stage (i.e., without the stage 2). (B) demonstrate the significance of conducing object-level
semantical saliency ranking via the intra-image protocol (i.e., without using the retrieval scheme N=0) and the inter-image protocol (i.e., retrieve
N=10 similar images). (C) demonstrate the effectiveness of stage-wise training, where 2D represents the conventional 2D SOD training set, and 360
represents the panoramic training set (i.e., the 360-SOD and the 360-SSOD datasets). (D) show the impacts of the prediction unit’ different feature
inputs, where SS denotes using the 5×1-dimensional SS as input solely, and ALL denotes using the 5×4-dimensional {SS,x,y,AP} as input that was
mentioned in Sec. 4.3. (E) show the overall performance via different pixel-wise saliency refinement baseline models (i.e., CPD [21] vs. EGNet [22]).

Comp. Sm↑ MAE↓ adpE↑ mE↑ maxE↑ adpF↑ mF↑ maxF↑ Sm↑ MAE↓ adpE↑ mE↑ maxE↑ adpF↑ mF↑ maxF↑

36
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D

D
at
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]

(A) Multi. .793 .020 .799 .812 .901 .620 .675 .701

36
0-

SS
O

D
D

at
as

et

.902 .015 .909 .920 .946 .810 .820 .836
(A) Singl. .788 .020 .787 .809 .892 .613 .656 .689 .821 .018 .901 .909 .915 .793 .801 .810
(B) N = 10 .793 .020 .799 .812 .901 .620 .675 .701 .902 .015 .909 .920 .946 .810 .820 .836
(B) N = 0 .732 .063 .692 .747 .762 .563 .599 .621 .785 .056 .837 .846 .861 .695 .738 .751
(C) 2D+360 .793 .020 .799 .812 .901 .620 .675 .701 .902 .015 .909 .920 .946 .810 .820 .836
(C) 2D .589 .107 .594 .612 .627 .503 .506 .520 .801 .089 .858 .861 .882 .773 .792 .812
(C) 360 .531 .120 .581 .602 .633 .489 .502 .522 .811 .090 .861 .866 .879 .780 .801 .819
(D)ALL .793 .020 .799 .812 .901 .620 .675 .701 .902 .015 .909 .920 .946 .810 .820 .836
(D) SS .786 .025 .777 .792 .871 .608 .646 .669 .809 .021 .908 .910 .921 .802 .811 .829
(E) CPD .793 .020 .799 .812 .901 .620 .675 .701 .902 .015 .909 .920 .946 .810 .820 .836
(E) EGNet .790 .023 .801 .814 .900 .622 .670 .708 .904 .017 .906 .922 .947 .811 .816 .842

Table 4. Quantitative comparisons between our method and other SOTA methods in metrics including maximum F-measure (larger is better), MAE
(smaller is better), E-measure (larger is better), adaptive F-measure (larger is better) and adaptive E-measure (larger is better). The top three results
are highlighted in red, green, and blue, respectively. Five of the compared methods are the traditional 2D models, including EGNet (EG.) [22],
CPD [21], BASNet (BAS.) [20], PoolNet (Pool.) [49] and BANet (BA.) [23], and other eight are the SOTA panoramic saliency models, including
DDS [6], SBN [53], SPN [54], PC [55], OMCNN (OMC.) [7], CP360 (CP.) [8], SalNet360 (SN.) [9] and SD360 (SD.) [10].

Metric OUR DDS SBN. SPN. PC. OMC. CP. SN. SD. CPD BAS. Pool. BA. EG.

36
0-

SO
D

[6
]

Sm↑ .793 .781 .503 .488 .467 .494 .502 .499 .534 .644 .654 .755 .702 .694
MAE↓ .020 .023 .074 .128 .134 .074 .065 .081 .066 .089 .110 .042 .068 .078
adpE↑ .799 .772 .591 .487 .478 .672 .651 .573 .681 .669 .680 .731 .652 .644
meE↑ .812 .805 .631 .499 .498 .699 .692 .628 .702 .664 .651 .800 .699 .696
maxE↑ .901 .886 .649 .510 .513 .721 .715 .689 .731 .680 .676 .833 .734 .730
adpF↑ .620 .605 .461 .301 .299 .436 .466 .445 .494 .409 .433 .519 .441 .424
mF↑ .675 .650 .499 .312 .320 .481 .492 .478 .512 .428 .436 .612 .487 .489
maxF↑ .701 .680 .502 .336 .338 .519 .521 .497 .537 .447 .444 .662 .530 .528

SS
O

D
36

0

Sm↑ .902 .814 .551 .508 .484 .592 .584 .577 .498 .649 .612 .692 .682 .656
MAE↓ .015 .021 .053 .071 .131 .065 .103 .109 .187 .105 .148 .074 .103 .115
adpE↑ .909 .907 .667 .545 .489 .602 .610 .602 .578 .664 .647 .678 .667 .624
mE↑ .920 .900 .712 .585 .504 .645 .639 .649 .592 .672 .625 .729 .692 .667
maxE↑ .946 .920 .731 .603 .531 .691 .692 .693 .626 .684 .634 .766 .731 .713
adpFm↑ .810 .791 .472 .387 .291 .301 .313 .315 .282 .248 .241 .265 .269 .235
mF↑ .820 .789 .501 .402 .371 .329 .333 .340 .300 .260 .239 .304 .298 .266
maxF↑ .836 .802 .539 .487 .398 .344 .346 .351 .319 .270 .243 .322 .301 .289

We have conducted an additional experiment to demonstrate the ad-
vantages of using the stage-wise training. As is shown in Table 2-C,
the training scheme “2D+360” has achieved the best performance,
outperforming that of either solely using 2D set or 360° set.

D. Different input choices of the prediction unit (P1 and P2)
We compare the performances of using the one-dimensional SS with the
four-dimensional {SS,x,y,AP}, and the quantitative results demonstrat-
ed in Table 2-D show that a slight performance decrease when using
the one-dimensional SS as input. It is worth noting that even for the
one-dimensional case, our method can still achieve better performance
on the 360-SSOD set, where the MAE is comparable to the DDS [6]
method, while the E-measure is 0.1% higher.

E. Different pixel-wise saliency refinement baseline models
We study the performance impacts of using different baseline models
in the pixel-level saliency refinement module. Based on the previous
discussion, we use the CPD [21] network as the baseline model due to
its lightweight design.

Also, we have tested another baseline network, i.e., the EGNet [22],
which uses edge features to sharp object boundaries. Though the
structures of these two baseline networks are different, the overall

performance of our method is stable in general; please refer to the
quantitative results demonstrated in Table 2-E.

The overall performance improvement of the proposed method is
jointly determined by all these components mentioned above. Never-
theless, among these components, the proposed object-level semantical
saliency ranking scheme—as the basic computation unit in the compo-
nent A, is the key factor to contribute such performance gain, because,
for any SOD approach, its overall performance is largely dependent on
its ability in locating salient objects. As is shown in Table 3, the pro-
posed object-level semantical saliency ranking scheme outperformed
the DDS approach significantly in locating salient objects.

8.5 Application for VR and AR

Our 360° salient object detection can be easily extended to various
Virtual Reality(VR) and Augmented Reality(AR) applications, and we
will outline two of them for examples, i.e., 1) AR product placement
and 2) VR visual experience enhancing. Since our approach can fine
segment salient objects in a given 360° scene full-automatically, we
can easily modify this 360° scene by replacing these salient objects
with other user-specific elements, i.e., we may automatically replace



Table 3. Quantitative verification of the effectiveness of our multi-stage
methodology, where “Coarse” denote the coarse-level stage and the “Ac-
curate” denotes the fine-level stage. The values in each cell denotes the
successful detection rate. For example, by using IOU45 as the threshold,
if the IOU rate between saliency map’ rectangular warper and GT’ rectan-
gular warper is large than 45%, then we regard this image as a success
case. Clearly, for the salient object localization task, the “Accurate” stage
outperforms the “Coarse” stage, where the DDS has exhibited the worst
performance.

Datasets Method IOU45 IOU50 IOU65 IOU75 IOU85 IOU95

360-SOD
Coarse .99 .99 .90 .83 .77 .30

Accurate .99 .99 .95 .92 .85 .35
DDS [6] .99 .99 .86 .79 .70 .21

SSOD360
Coarse .99 .99 .90 .80 .71 .34

Accurate .99 .99 .94 .90 .78 .35
DDS [6] .99 .99 .89 .75 .64 .29

Fig. 9. Qualitative demonstrations regarding the differences between the
coarse-level stage (i.e., stage 1) and the fine-level stage (i.e., stage 2).

a salient brand-A vehicle with a brand-B vehicle, showing its strong
practical value in AR product placement. In the application of VR
visual experience enhancing, our approach is capable of facilitating
other off-the-shelf quality-enhancement/post-processing tools to bias
towards those salient and meaningful objects, which may achieve a
better performance trade-off between visual experience and efficiency.

8.6 Limitation and Future Work
Our method tends to be time-consuming in general (Table 5), because
our approach is not an end-to-end model, and the object-level multi-
scale deep feature computation is the major bottleneck, and we will
endeavor to alleviate such limitation in the future.

Meanwhile, inspired by the fact that that depth channel can also
facilitate the SOD task in separating salient objects from the non-salient
surroundings nearby [56]. Thus, as for our near future work, we are
particularly interested in considering the usage of depth information
to further boost the 360°SOD performance, realizing the 360°RGB-D
SOD.

9 CONCLUSIONS

In this paper, we have devised a stage-wise SOD solution for 360° om-
nidirectional images. By dividing the conventional multi-task method-
ology into multiple sequential tasks, we can shrink the SOD problem
domain effectively. Meanwhile, we have proposed the object-level
semantical saliency ranking to handle visual distortions in 360° om-
nidirectional images, and its effectiveness has been verified by mul-
tiple quantitative proofs. Since the semantical saliency ranking is
performed between different objects, the training data shortage dilem-
ma has been alleviated by the object-level semantical saliency ranking

Table 5. Run-time detail of each key components.

Main Steps Time(s)

Stage 1: Semantical Saliency Ranking(C1) .120
Salient Viewpoint Localization(P1) .001

Stage 2: Semantical Saliency Ranking(C2) .120
Salient Viewpoint Localization(P2) .001

Pixel-wise Saliency Refinement(SR) .150

Total .392

scheme. W.r.t. the shortage of training data problem, we have re-
leased a new 360° dataset, which is the currently largest one in the
360° SOD field. Moreover, we have conduced massive quantitative
comparisons and evaluations to show the performance advantages and
the methodology effectiveness.
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